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Efficiency and plasticity metrics for database technology evaluation

Abstract

A fair strategy to compare database technologies (here, graph and relational ones), is to apply identi-
cal metrics to versions of the same project developed in both. Besides measuring response latency to
equivalent queries in the relational and the graph implementations, we have designed metrics to eva-
luate the complexity, not only of the queries providing the same results, but also of the data model
they are based on. These metrics also allow to compute the cost of changes applied to an existing
model and to the queries such changes may affect, in terms of the raw number of items to be added,
modified and/or deleted in the process. The graph data model we use is somewhat different from the
conventional representations of labelled property graphs, in that, in order to limit duplicates as much
as possible, it implements a distinction between concrete and abstracts groups ("classes" in OOP
terminology). Abstract classes transfer properties and relationships to the individual instances of the
concrete ones connected to them. This cascading transmission, which operates either directly or by
means of some additional intermediate abstract class, enhances the proposed graph data model with
taxonomies and allows for the implied inheritance mechanism. We here equally explore potentially
meaningful analogies among cybersecurity data records provided by the Technical University of
Prague and included in the project described below, by iteratively optimising the position of cen-
troids within clusters computed via a k-means algorithm. Following the structure of our data model,
clusters are geared to unveil significant similarities, such as, for example, which IPs use the same
attacking technique, target the same industry, country, etc. The point of including k-means clustering
in an overall comparison between graph and relational database technologies is that, while the algo-
rithm can run directly on our Neo4j implementation, it requires an intricate process to be run on a
PostgreSQL one. From this point of view, graph-based solutions thus seem to carry an advantage

over relational ones.

Keywords: data_models, database metrics, clustering, cyberintelligence, graph databases



Efficiency and plasticity metrics for database technology evaluation

1. Introduction

The aim of the project discussed here is to explore two database model structures (labelled property
graphs / relational schemas) by comparing implementations of them via existing efficiency metrics,
but also by evaluating the cost of changes affecting an initial model (as often required during project

iterations), using metrics designed by ourselves for this purpose.

We have conducted measurements in both these fields on projects currently under development wi-
thin our research group. One of them tackles cybersecurity threats; the other one, shortest path pro-
blem-solving in the context of route planning for logistics. Besides the referred metrics, we have ap-
plied a clustering algorithm to the same cybersecurity dataset, as hosted both in graph and relational

stores (Neo4j and PostgreSQL implementations).

Although our main purpose here was to uncover regularities within IP groups that could help issuing
alerts about potential attack threats, we equally conducted clustering on both platforms to verify the
extent to which minor changes performed on the data model would impact the population of a
constant number of k-means generated clusters. The interest of such a verification in the realm of
our graph vs. relational comparison was to recommend the technology featuring the lowest work-
load for clustering iterations, be they performed as a consequence of changes in the original data

model, or, in the case of k-means, while optimising the position of centroids.

As relational schemas are well known among database professionals, we do not consider it necessa-
ry to describe them here. By contrast, the data model we enforce for labelled property graphs not
being the conventional one, its overall structure is addressed in Section 3 (Figure 1 shows an imple-
mentation example, Figure 2, notational sugar). As will be seen, our model is not strictly schema-
free and allows for inheritance (of relationships and properties) by including taxonomical links bet-
ween groups bearing direct instances (which we call "concrete") and "abstract" ones, which merely
encompass instances of the concrete ones connected to them. For the sake of simplicity, we call both
"classes". The purpose of fostering inheritance mechanisms is to avoid model verbosity when rela-
tionships and properties are shared by distinct groups of instances; the consequence of doing so is

that the data model and the data schema are not isomorphic.

Section 2 of this paper highlights the aim of the metrics we have applied and points to the relevance
of the results obtained when choosing the appropriate technology for a given project. Section 3 (Ma-

terials and Methods) describes the models as well as the tools to perform metrics, hinting at conclu-

2



Efficiency and plasticity metrics for database technology evaluation

sions that may be drawn from the results of them. Finally, Section 4 (Concluding Remarks) dis-

cusses the findings reported in the previous ones and lays out our future research plan.

2. Objectives

Measuring parameters such as efficiency and plasticity provides reasonably unbiased arguments
when the choice of database technology is at stake. Market considerations are often mentioned in
this context, mainly SQL supremacy in products and developer's habits. Yet, such arguments rarely
take the growth of graph technology into account (27% yearly on the global market reported by

https://www.marketsandmarkets.com/Market-Reports/graph-database-market-126230231.html).

In order to compare the efficiency of a Neo4j-based graph database with an equivalent PostgreSQL
implementation, we have benchmarked both on replicas of the same project and on identical result-
providing queries. We have chosen the efficiency criterion as it often acts as a decisive factor in
data-intensive environments: not only Microsoft, eBay, Linkedin, Netflix, Airbus and the like have
adopted graph technology, but smaller companies struggling with heavy latency while querying
strongly interconnected data (which involve a great number of links between classes in the under-

lying relational scheme) made the same move!.

"Plasticity" is the term we have chosen to evaluate the cost of changes introduced on an original data
model (adding, modifying and/or deleting elements from it), but also the cost of query modification
such changes imply. For the time being, costs are equated to raw amounts of entities affected: the
comparison of resulting numbers for equivalent changes rate one or the other technology as having

greater plasticity and, thus, allowing for easier and quicker iterations of a project.

A rather commonsensical (and therefore, not quantifiable) comparison criterion might be the degree
to which a data model is understandable for stakeholders, as these might be (very) involved when it
comes to project approval. Taking into account the models pictured in Section 3, it seems quite ob-
vious that a client will be at ease with a graphics showing objects he is familiar with, connected by
arrows labelled to express relationships among them in a crisp semantics, rather than with a variega-
ted array of tables connected by label-less lines, "enhanced" with cardinality symbols, foreign keys

and enigmatic abbreviations such as "varchar". However, being a matter of appreciation, this should

1 "Rather than relying on complex relational databases (as conventional business databases are called) to store and analyse data,
graph databases allow users to store, search and query complex interconnected content from assessing product stock levels to cal-
culating the quickest routes possible. A graph database does this by applying graph algorithms to the data and leveraging relation-
ships and connections between physical assets (people, objects), their locations and subjects and matching complex patterns to
make sense of the information." (https://neo4j.com/news/going-places-faster-graph-databases/)
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neither obfuscate the results obtained applying the measuring tools above, nor the outcomes of our
k-means clustering experiment, which hopefully provide neutral arguments in situations where

graph and relational technologies compete.

3. Materials and Methods

In this Section we describe the graph data modelling technique we have implemented in our pro-

jects, as well as the metrics and the clustering strategy applied, followed by the results obtained.

3.1.An inheritance enhanced graph data model

In accordance with the graph database modelling technique adopted by the funded projects we are
contributing to ("Diagrammatic model engineering for graph databases", Spanish "Ingenieria de
modelos diagramaticos para bases de datos grafo"), Figure 1 illustrates a use case meant for an insu-
rance company specialised in covering registered vehicles and buildings but also goods that don't fit

the conventional usage categories of these, such as jewels, horses or musical instruments.

address =
,,,,,,,,,,, reference N° = -
T name =

i Customer™ | | Contract
I OWNER
type = | type = | individual, corporate

housing,
transport,

reference N° =

shop, INSURANCE
factory
PURPOSE
777777777777777

address = ! m
zipcode = [
surface =
price =
type = | house, flat,
warehouse, mobile
home, car, bus,
motorbike

Grouping

Figure 1: A graph data model for an insurance company
As stated in Section 1, the model above features concrete classes (names starting with a capital let-
ter) and abstract ones (names in parenthesis without initial capital). Black rectangles attached to
class symbols stand for attributes describing individual instances of the class they concern. Concrete
classes are those having individual instances and can be of two types: if the instances of them are

predefined, a single property is attached to them (e.g. "type") and the values identifying each pos-
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sible instance appear as a list following the "= |" symbol (e.g. "type = | house, flat, etc.). Such
concrete classes ("Usage", for example) show in a box with a solid line frame. Concrete classes with
no predefined instances are figured as boxes with a dotted line frame (for example, "Building"). The
attributes attached to them are meant to be evaluated for every instance of them (an instance of "Ve-
hicle" will have values for "plate", "brand" and "year"), although, to approach the schema-free prin-
ciple of labelled property graph implementations, extra ones can be added if required and existing

ones may remain unevaluated.

Abstract classes have no individual instances; their instances are only classes (either concrete ones
or abstract ones), but class cascades always land on a concrete one. This allows to define the indivi-
dual instances of concrete classes, not only by ways of attributes and relationships directly attached
to the class they extend, but also of the ones they inherit from the abstract classes above it. In Figure
1, abstract classes are here "(asset)" and "(registered asset)". Cascades are taxonomies represented as
classes connected by a double-lined arrow, the lowest one always being a concrete class, the remai-

ning ones (one or more), abstract ones.

The relationships connecting classes are labelled and oriented; they are graphically coded as a
simple-lined arrow. They read as follows: "An asset instance HAS an insurance WHICH is a
contract instance", and, conversely, "A contract instance IS the insurance OF an asset instance", for
example. The fact that the actual insurance is not the written contract but a series of engagements
between the contracting parts expressed by a contract is of no significance for the model's purpose,

as models are meant only to capture task-oriented perceptions of the agents the model is tailored for.

As 1s the case for classes, relationships can have properties attached to them (white characters on
blue background in Figure 1). The possible values of the attributes within them can be predefined, in

n_ ’u

which case the same convention as for class instances applies (a list following the symbol, e.g.,
"type = | personal, professional", meaning that INSURANCE can be typed to "personal" or to "pro-
fessional"). If the values are not preset, the notation also follows class attributes, that is "=" after the
attribute. An example of the latter could be the renewal date of an insurance, such as "renewal date

=", valued for a specific contract to "December 9 2027".

Both class and relationship properties can be specified to carry neither a custom or predefined value,
but, instead, a value calculated on the basis of information already existing in the data. Such is the

case of "number of assets" in Figure 1, which will count the assets having the same contract number
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and show the quantity of collected ones as its value. They appear in red characters on black back-

ground in the above example.

The reading of individual instance class membership should differ from readings of taxonomical
links, so as to keep the wordings expressive enough to distinguish one from the other. That is why
stating that "John Doe is a customer" (the entity having "John Doe" as its name being an individual
instance of the Customer class), while stating that "A building is a type of registered asset" and "A
building is a type of asset" casts light upon the distinction between individual instances and class

instances.

Inheritance operates by transferring attributes and relationships from abstract classes to the instances
of concrete ones below them. An instance of "Building", for example, will be specified for the attri-
butes attached to the class it belongs to ("address", "zip code", "surface" and "price"), let us suppose,
respectively "5, Manhattan Bv.", "10002", "186 square metres", "745 000 dollars". It will equally
inherit one of the predefined "Grouping" instances from the "CATEGORY™" relationship connecting
"(registered asset)" with "Grouping" (the one of type "flat", for instance), which amounts to state
that the building referred to is of type "flat", and one of the predefined "Usage" instances from the
"PURPOSE" relationship connecting "(registered asset)" with "Usage", thus stating that the flat we
are talking about is intended, let's say, for "housing". From the "(asset)" abstract class, our entity in-
herits a "reference number", suppose it is "30287", identifying it for the insurance company itself,

but also two relationships: one of them identifies a "Client", make it "John Doe", as its OWNER, the

other one, INSURANCE, binds it to an instance of "Contract" (e.g., the one harbouring N° "1256").

Figure 2 features the complete notation convention adopted to design graph data models enhanced
with inheritance mechanisms. The translation of them into labelled property graph implementations
proves seamless, provided a procedure is thoroughly followed. So, for example, whenever descri-

nn nn

bing an instance of "Building", besides entering values for "address", "zip code", "surface

nmn

price"
and "reference N°", a PURPOSE relationship should connect it to a Usage instance, a CATEGORY
relationship, to a Grouping instance, an OWNER relationship to a Customer instance and an INSU-
RANCE relationship to the Contract instance. Once this particular translation strategy is understood,
the conversion of diagrammatic data structures (Figure 1) into labelled property graph data schemas

becomes obvious and straightforward.
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ENTITY TYPE EXAMPLE
Q g open: for every instance, property attributes are given a non- U |
"aé £| predefined value. These values are meant to be entered. :__ _C_;_U_S_’[?[T_I?I: ~ _:
O 3
g £| closed: as many individual instances as predefined values for the
Class o § unique attribute appearing after the =| symbol (one of these is Usage
~| chosen to connect to an instance of an open concrete class
following the relationship pointing from one the other).
abstract (no direct individual instances) (asset)
with o predefined vaue |
of classes with predefined values type =| flat, house ...
with a computed vaiue | ST
Property . )
with no predefned valve | EPE T PR
of relationships (WIURIELSIIECAEIVESI] type = | individual, corporate
with a computed value | R
taxonomical (subclass to class, without properties nor [_(vehicle) ] Acari
car is a type of
|abe|S Femm e - vehicle.
, , - Car___.
rRelationshpr—————7--————————
. . ! [
labelled (class to class, labelled, with or without (asset) OWNER — Customer ,
H An asset has an owner who is a customer.
prOpertleS) A customer is the owner of an asset.
"o 27~ 771 John Does flat
ndividual of a concrete class ‘04,_ Building | (0 TR = e
naiviaua
Instance
of an abstract class through a concrete class ‘v—: Building
John Doe’s flat is an asset.

Figure 2: Graphical notation conventions

3.2.Efficiency metrics

Figure 3 exhibits a graph data model (left) and a relational one (right), having been implemented,
respectively, in Neo4j and PostgreSQL, with the same dataset. Figure 4 features example values for
industry, deployed technique, targeted countries, protocols and technologies. Our methodology for
drawing results from the comparison of both implementations relies on benchmarking via tools spe-
cific to each one of them (pgbench for PostreSQL and a concurrency Python script for Neo4;j), in
order to obtain an equivalent measurement of latency. We have used 5 complex queries featuring the
same business logics within a real-world use case. Both benchmarking experiments simulated 10

clients performing the same query 25 times each. Results obtained appear in Figure 5.

The first query addressed a massive aggregation problem. The database is asked to provide grou-
pings of .csv lines based on 4 criteria: (TargetedCountry, AttackTechnique, etc.), then
calculate array aggregates (array agg, min, max) and finally filter them out. Relational data-
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bases such as PostgreSQL are highly optimised for operations on sets of this type (GROUP BY) and

further scanning tables and grouping together results. PostgreSQL proved 4 times faster than Neo4;.

1
1 name & varchar(100)
' ASN !
1
1 1
R AR | e
I- < ip_address 2 & varchar(45)
ANNOUNCES
target_country_name 2 & varchar(100) >
industry 2 varchar(100)
protocol £ varchar(100)
technique & varchar(100)
technology £ varchar(100)
pulse_id 2 varchar(50)
technique: I modified timestamp
documented timestamp

protocol=|
GEOLOCATED IN ATTACKS

technology = |
industry - CE—
documented_between = H Ip.address & LT
X L . botnet varchar(100)
pu'se-—ld= origin_country_name & varchar(100) NN >
country asn_id & integer NN >

asn_id 2 serial

name varchar(255) NN

Figure 3: Graph and relational data models for cybersecurity analysis

Industry Technique Country | Protocol | Technology

Telecom T1595 Active Taiwan ssh mysql
Scanning

Finance TA0043 Russian telnet vne
Unknown Federation
Technique

Defense T1595.002 Japan rfb sipvicious
Vulnerability
Scanning

Industrial T1046 Network | Tirkiye smtp redis
Service
Discovery

Government T1423 Poland tep cisco
Unknown
Technique

Serverhosting T1595.001 Sweden sip ipmonitor
Scanning IP
Blocks

Technology T1596.005 Scan | USA rdp mssql
Databases

Private T1018 Remote | Italy http email
System
Discovery

Education T1110 Brute Australia | sftp VPN
Force

Healthcare T1566 Phishing | Spain snmp windows

Figure 4: Example values for industry, deployed technique, targeted countries, protocols and technology
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The second query was aimed at finding all IPs having performed an attack of a defined type, then
discover what other type of attacks the same IPs performed. As it is a typical graph traversal pro-
blem, Neo4; first identifies an initial group of IP nodes and then simply traverses the :ATTACKS
relationships. Being optimised to follow connections between nodes, it handles the process with at
an extremely quick pace. Instead, the SQL query needs to perform costly JOINS of the attack table
with itself (via an InitialAttackers CTE), which is by far less efficient. Neo4j proved 18

times faster than PostgreSQL here.

The third query tried to identify the 3 most common attacking techniques by industry, thus imple-
menting a classical "Top-N per group" analysis. PostgreSQL solves this pattern by using natively
supported and optimised window functions (ROW NUMBER( )OVER  (...)), which allow for
smooth and scalable processing without any intermediate memory intensive steps. Neo4j lacks of
native window functions and needs to simulate the process by grouping, counting, collecting, orde-
ring in memory and de-grouping items. When groups are of a significant size, the list to be ordered

grows correspondingly, which makes efficiency limited. PostgreSQL is here 2 times faster.

The fourth query analyses attack pivoting. It looks for malicious actors (IP addresses) having atta-
cked the "Finance" industry and, in parallel or consequently, having done so targeting the "Govern-
ment" industry, although using a different method. The goal is to identify attackers diversifying me-
thods and targets. Neo4j is superior at this task because the query describes a pattern of relation-
ships, which it can handle natively. The Cypher engine interprets the query as "Find the IPs connec-
ted to "Finance" and follow the connections of those of them connecting to "Government" but using

a different technique. Such a process, known as "graph traversal", proves very efficient.

Once Neo4j finds an IP node, it can instantly follow the relationships connected to it given its free
adjacency operational mode, that is, it doesn't need to scan the database all over again to do so. This
facility explains why the latency is low and stable: the amount of work is proportional to the number
of patterns encountered, not so to the size of the database. Conversely, PostgreSQL needs to perform
an auto-join on the attacks table, using direction ip as key, which is one of the most costly opera-
tions in a relational database. The SQL engine needs to compare each attack on "Finance" with each
one targeting "Government" sharing the same IP. As the "attacks" table size increases, the amount of
comparisons necessary to satisfy this join explodes exponentially, thus consuming a lot of CPU and
memory. The average latency SQL shows, that is, the computational cost of joining a table to itself,

is therefore very high. Neo4j is here 2 times faster.
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The fifth query identifies groups of attackers operating jointly under the same infrastructure (attack
rings) and measure their global impact. Neo4j outpaces PostgreSQL in this context, as the search
pattern logically flows through the graph's relationships, as follows: 1) Find ASNS via their IPs 2)
Group IPs by ASN and filter out those having 3 or more. 3) From these IPs, follow the
relationship :ATTACKS to the Country nodes 4) Count countries for each ASN without duplicates.
This is a continuous and efficient traversal, as Neo4j doesn't need to create intermediate temporary
tables. It just flows through the graph, passing the context of one step to the other. This way, the
average latency is low and the standard deviation, minimal, which points to a highly predictable and

efficient performance.

The SQL solution is a sequence of complex and rocky operations: 1) CTE ASN_Rings scans the ip
table, groups IPs by id asn and counts them, creating a temporary list of qualified ASNs 2) CTE
Rings Attacks performs a join between attacks and ips, filtering out IPs that appear in the first list
obtained (WHERE i.id asn IN (...)). Such an IN happening in a subquery is potentially
inefficient. 3) With the result of step 2, table asn is joined in order to get the name of these, and fi-

nally regroup countries and count them.

Database Performance Comparison by Query: Execution Time (Linear Scale)

-] Database
N Neod)
N PostgreSQL
30000 4
25000 1 °
-0 __

M
£ 20000 -
L)
£
-
a &
S 15000
s
: :
g o
w

10000

5000 1

o
2 : - ~+ .
o —_— ——
queryl query2 query3 query4 queryS

Query Number

Figure 5: Results obtained ordered by query
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Chaining of GROUP BY JOINS and subqueries is computationally very heavy. Each step generates
intermediate results to be processed in the next one, which, as compared with a smooth traversal is
less efficient. The average latency is thus extremely high and the standard deviation, huge, explai-
ning why performance is not only poor but also erratic, as it depends on how the query optimiser

arranges such complex series of steps. Neo4j is here 9 times faster.
Discussion

Neo4j appears to be the superior option when queries are centred on data relatedness and the way
they connect to each other. It excels in queries such as "How does A connect to B?", "What connec-
tion patterns are there?", "Starting from this point, where can I go?". These particular abilities are
put at work in queries 2, 4 and 5. In all these cases, the problem at stake was to find a node, then fol-
low connections to unveil new information. Neo4j solves it using native graph traversal mecha-
nisms, which, besides being very quick, avoid the costly joins paralysing SQL in this kind of scena-

rio.

PosgreSQL (and SQL in general) perform splendidly in queries implying huge volumes of data ag-
gregation and analysing data on grounds of their attributes. These capacities are very useful in que-
ries such as "What is the total / average of X, grouped by Y and Z?", "Classify the N best products
by best-selling performance", "How do data distribute over time?". They show up in queries 1 (ag-
gregation) and in query 3 (Top-N analysis per group). The massive GROUP BY operations and the
window functions (ROW_NUMBER()) are native analytical tools highly optimised in SQL. Neo4;
can emulate them, although not very consistently, and with poor performance in the most demanding

cascs.

3.3.Plasticity metrics

The equation we propose to measure the plasticity of a data structure ("Model Evolution Cost", he-
reafter, MEC) quantifies changes in classes and attributes (AE), in relationships (AR), in data defini-
tion lines (AC) and in queries (AQ) with respect to the original model. The total evolution cost
amounts to the sum of these, after the formula MEC= AE + AR + AC + AQ, which captures the im-
pact of model alterations in terms of entities added, deleted or modified, but equally measures
changes caused by these in queries designed to obtain the same result as the ones initially tailored

after the structure of the original data model.

11
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Plasticity metrics may favour the choice of the technology with lower MEC values (compared here
are relational schemes and labelled property graphs), in contexts where iterations are deemed relati-
vely frequent. As clusters are also sensitive to model modifications, when clustering is required and
iterations implying model changes are frequent, comparatively low MEC values add a convenient

parameter for deciding on technology implementation.

We have measured the cost of model changes in PostgreSQL and Neo4j on pairs of models we here
qualify as "original" and "modified". To this end, we have taken into account two different in-house
projects: the already commented cybersecurity one and a Logistics application under development.
Starting with the cybersecurity one, the original graph and relational models appear in Figure 6.
Changes in the graph model affect the representation of the info linked to pulses: the initial model
(left) connects the "Pulse" nodes with "IP" ones via the "DOCUMENTS" relationship, the modified
one represents autonomous systems (ASN) as a class and eliminates the "Pulse" one, thereby also
deleting the "DOCUMENTS" relationships, and integrates the pulse-related information into the
properties of the "ATTACKS" relationship. The ASN class connects to the IP one via a new "AN-
NOUNCES" relationship, so as to enhance the model with ASN data and, at the same time, simplify

its structure. The compared graph and relational cybersecurity models show in Figure 6.

______________ ' technique=|

technique=| GEOLOCATEDIN  ATTACKS protocol=|
protocol=| technology = |

technology =| industry =|
industry =|

GEOLOCATED IN ATTACKS

documented_between =

pulse_id=

ip_pulse_documentation O
Country
padiress 06 rcr w e ]

pulse_id 2 varchar(50)

Country

Figure 6: Original and modified graph data models (left), relational equivalents (right)

MEC values for the graph and relational models are, respectively, 22 and 41, which rates graph
technology better in terms of plasticity. For the Logistics project models (Figure 7), these values

equal 9 in the case of the graph model against 16 for the relational model.

12
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email TEXT
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last_login TIMESTAMPTZ
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change_date
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change_type
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street length E
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dbdiagram‘ region_code TEXT
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Figure 7: Original and modified graph data models (left), relational equivalents (right), Logistics project
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Discussion

Raw values indicating the cost of changes appear to favour graph technology over relational one.
Consolidated fine-grained results would nevertheless imply a more subtle evaluation of modifica-
tions carried out on original models, such as assigning different weights to types of changes. So, for
instance, adding entities without altering the original structure, could bare a lower weight than chan-
ging a class into a property, as the impact of the latter on query modification is significantly higher.
As model changes may also affect the latency of the database responses, plasticity seems to be in-
terwoven with efficiency, thus making the future scope of MEC calculations much broader than this

current initial trial.

3.4.Clustering

Grouping data into clusters can offer interesting insights for the analysis of a problem where simila-
rities (that is, vector proximity in a multi-dimensional space) provides clues for informed decisions.
Vectors follow from an embedding process, their spatial vicinity revealing common features in the
grouped data. We have conducted a clustering experiment on our cybersecurity project, hoping to
discover commonalities in data that could help predicting attacks for a given target, such as, for
example, a company seeking to protect itself from potential threats. In the frame of the technology

comparisons undertaken here, we tried clustering on Neo4j and PostgreSQL implementations.

3.4.1. Using relational data sources

Querying our PostgreSQL base, we first extracted IP information (such as technologies, tactics em-
ployed, protocols, etc.) and fuelled them to the Ollama api via a Python script. Using this informa-
tion, Ollama generated multiple vectors for each IP by ways of a "nomic-embed-text" model. Each
one of these described a specific feature, so as to represent the content and the relational context of
the data. The vectors have been reprocessed in Python, in order to bundle all those referring to the
same IP into a single one and attaching it to the corresponding IP in the database. A Python script
then extracted the [P-associated vectors to feed them to the chosen clustering algorithm (we used k-
means for our experiment). The resulting clusters were returned to Python, which labelled the IPs in
the database with a number identifying the cluster correlated to it (this allows for the clusters to be

further extracted from the database via a PostgreSQL query).

Once the multiple vectors to be bundled into one have been generated, it is equally possible to en-

hance attributes with different weights, so as to obtain groupings representing the cases most rele-
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vant for the analyst's interests. So, for example, knowing that IPs attack industries using different
techniques and protocols, the main context provider within clusters ("id pulse") has been assigned a
weight of 5 (weights ranging from 0 to 5), "attacking techniques", a weight of 4, as they provide
much information, while "ip_address" has been evaluated to 0,5 because the information it carries is
barely valuable. Pondering attributes in such a way allowed us to gear the clustering results towards

what we considered to be most critical in the realm of cybersecurity analysis.

3.4.2. Using graph data sources

To obtain vectors capturing both the attributes of nodes and the relationships between them, we ap-
plied k-means using the Neo4j Graph Data Science (GDS) library. Because it operates directly on
the graph, the clustering generates groupings of IPs that share behaviours and structure. As aimed at
in relational data clustering by assigning weights to attributes (produce the best possible groupings
for cybersecurity analysis), two complementary strategies are used: attribute frequency and distance

to the cluster's centroid.

The latter needs locating the centroid of every cluster and analysing the » nodes closest to it, with
the assumption that these nodes represent the general features of the whole cluster. The attributes
found in the centroid are also matched against patterns of the most recurring attributes in all the
nodes of the cluster (attribute frequency), which allows to factorise the most representative array of
them, and thus obtain a simplified but effective representation of each cluster. Table 1 features an

example of results obtained by applying this method when limiting the number of clusters to 5.

Table 1: Clusters obtained from graph data sources

m“ Main patterns Main countries

1514 Phishing, Brute force USA, Germany, United Kingdom
2 1871 Active scanning Many
3 11300 Phishing + Active scanning USA (mainly), Poland, Canada
4 2233 Botnets (Mirai) Many
5 3200 Vulnerability scanning Indonesia, Brazil

These results show, for instance, that the largest cluster has conducted a massive Phishing and Ac-

tive scanning campaign impacting 11300 IPs, that the Mirai botnet does not exhibit a consistent at-
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tack pattern, that countries targeted by attackers vary significantly from one cluster to another and

that the clusters produced are rather coherent (same techniques, protocols and target countries).
Discussion

Unlike clustering using relational data, where joins make multiple reprocessing and structural modi-
fications necessary, clustering based on labelled property graphs runs in Neo4j directly on the graph,
which makes the process swift and the results easy to explore. Embeddings reflect every connection
between entities (e.g., IPs to ASNs or countries), by mirroring the entirety of existing attributes and
relationships. The completeness of the information encoded by vectors while processing graphs
proves to be key factor for the coherence of cluster population. Nonetheless, pondering features ac-
curately makes clusters more likely to match specific needs, and, consequently, contribute to the ex-

ploration of the problem at stake in a non-trivial way.

4. Concluding remarks

At first sight, our work might appear as a fervent advocation for graph technology and, in particular,
for labelled property graphs. Notwithstanding our inclination for them as a highly expressive and
compact modelling facility when augmented with inheritance mechanisms, we wholeheartedly ack-
nowledge that the choice of a given technology should take the nature of the problem at stake into
account: it would be thus unproductive to use graphs for blog management (instead of a document

database), or not to instate an attribute-value one to store profiles and user preferences.

Our endeavour here was to measure the performance and the potential of graph databases and to un-
derstand which contexts could favour the choice of them over relational ones, besides putting for-
ward data representations that might accommodate the knowledge and needs of all project stakehol-
ders. To this end, our paper highlights a graph modelling strategy, efficiency and plasticity metrics
comparing graph and relational technologies, clustering methods as applied to both cases, not to
mention a fleeting comment about the legibility of data models for non-expert decision makers. All
things considered, a handful of arguments to inform the choice of the most appropriate technology

for a project, if not conclusive, at least useful ones. We dare to hope so.
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